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What is Scheduling?
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• In a generic sense, scheduling is assigning work to available resources
• In computing, the work can be applications/tasks (e.g. processes, threads). 
• Resources are computing elements (e.g. virtual machines in a cloud, 

processor nodes, or cores)
• Need to schedule → Fewer available resources than system tasks
• A scheduler is the entity responsible for taking scheduling decisions

Three scheduling decisions
1. Assignment (First Step when we have more than one resource)
2. Ordering
3. Timing



The Three Scheduling Decisions - Assignment
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Assignment (a.k.a partitioning or mapping) → Applicable to multiprocessors and multicores 

?

τ6

Sequential assignment
How to distribute n tasks 
among m processors?

П1 П2 Пm

τ1 τ2 τ3 τ4 τn

П1
П2 П3

τ1 τ2 τ3 τ4 τ5

П1
П2 П3

τ1 τ2 τ3 τ4 τ5 τ6

Keep assigning until 
processor is full, then move 
to the next

Empty

• It is an everyday problem → Travelling with m suitcases, and you have n items. You need to pack your 
belongings such that you don’t exceed the total weight allowed for each checked baggage

• The more constraints added, the problem becomes harder. (e.g. packing few large light weight items 
and numerous small but heavy items → Constraints baggage volume and maximum weight)

• In computing → Distributing tasks on different processor types, minimizing energy, meeting deadlines
• No easy solution exists … but common approaches include bin-packing algorithms
• Static Assignment Scheduler vs. Dynamic Assignment Scheduler



The Three Scheduling Decisions - Assignment
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There are many task-to-processing element assignment policies. The pin-packing algorithms are few of the 
most famous ones:

1. The original versions deal with the system tasks in the order they are presented to the algorithm.
2. The variant versions sort the tasks in descending order according to their WCET estimate (ci) before 

applying the original algorithm.

Required Self-Study Material (Included in Exams)

Original Algorithms Variant Algorithms

Next Fit (NF) Next Fit Decreasing (NFD)

First Fit (FF) First Fit Decreasing (FFD)

Worst Fit (WF) Worst Fit Decreasing (WFD) 

Best Fit (BF) Best Fit Decreasing (BFD)

https://drsuyyagh.files.wordpress.com/2020/04/bin-packing-algorithms.pdf


The Three Scheduling Decisions – Ordering and 
Timing
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• Ordering→which task is processed first?
• The ones which arrives first? Shortest execution time? The more frequent? 

Nearest upcoming deadline?
• At this stage, we are concerned with the order, not the actual instant at 

which the task executes
• Static Order Scheduler vs. Dynamic Order Scheduler

• Timing → Only during run-time (dynamic), static exact timing difficult

τ1 τ1 τ1

τ2 τ2 τ2 τ2

τ3 τ3

Arrival 
Time

Deadline



General Purpose vs Real-Time Operating 
Systems 
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General Purpose Operating systems (GPOS)
• The kernel (rarely μKernel) is the core of any modern OS
• The kernel is the code which manages memory, I/O, and has the scheduler
• GPOS kernels are monolithic → tens of millions of lines (mostly drivers)
• Proprietary (Windows), Open-Source (Linux, Apple’s XNU) → tablets, phones, laptops, desktops, servers

Real-Time Operating Systems (RTOS) 
• Extremely small (hundreds to few thousands lines of code)
• RTOS is mostly scheduler code, basic safety, access management, Inter Process Communication (IPC) 

features
• They have programmable timers
• Mostly used in embedded applications (consumer, medical, automotive, avionics, military … etc.)

• Examples Linux? (Not quite, patches or RT Linux)
• Commercial (Windows CE, QNX, VxWorks, ARM (RTX and CMSIS)

VxWorks Applications
NASA Probes

Pathfinder rover
SpaceX Dragon spacecraft

Boeing 787 Dreamliner



Goals of GPOS and RTOS are different
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GPOS Scheduling

1. Fair Scheduling (typically tasks 
are treated equally)

2. Focus on user experience
(system should be responsive)

3. In servers and data centres, focus 
on throughput

4. Uunpredictable schedule 
(random execution pattern)

5. Offers no guarantees that the 
few time-critical/high priority 
processes will be given 
precedence

RTOS Scheduling

1. Unfair Scheduling (tasks have 
different priority levels)

2. Primary focus is meeting 
deadlines

3. Should be deterministic
4. Preemptive fast μkernels
5. Priority issues (inversion) need 

to be handled → If not, 
starvation

This 
caused a crash of 
the Mars  
Pathfinder



Basic Real-Time Scheduling Terminology
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• A scheduler is the entity responsible for assigning, ordering, and executing tasks  
• A scheduler implements a scheduling policy, and applies it on a set of tasks that we call 

a taskset
• The result of applying a scheduling policy on a set of tasks is called a schedule
• If all the tasks meet their deadlines in the schedule, it is called a feasible schedule, 

otherwise, it is an unfeasible schedule
• A scheduler is optimal (with respect to feasibility), if under a given task and scheduling 

model it can create a feasible schedule whenever any other schedulers working under 
the same assumptions can

Scheduler 
A

Scheduler 
B

Assumption 1

Assumption 2

Assumption 3

Assumption 4

Assumption 5

Assumption 6

Γ1

Γ2

Γ3

Γ4

Γ1

Γ2

Γ3

Γ4Optimal



Know thyTask (RT Task Terminology)
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• A task is a piece of code that performs 

a specific function (i.e. written as a 

thread)

• A task is activated by an 

internal/external event

• Event could be a signal from external 

sensor that denotes data is ready 

(periodic/ aperiodic)

• Could be triggered by system 

timer/RTOS timer (periodic)

• Activated tasks are put into a

READY pool

• Scheduler selects from

available ready tasks

which one to execute

next  

• Goal: for all tasks fi ≤ di

• Lateness should be negative for a 

system that meets its deadlines

t

Ti

Task Period or Minimum Interarrival time

ri

Response Time ri = fi - ai 

WCET
ci

Task τi Task τi

Implicit deadline: di = Ti

Explicit deadline: di ≤Ti or di >Ti

Relative deadline from 
ai

Lateness li = fi - di 



Task Worst Case Execution Time (WCET) (1)
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• If you run a task with different inputs, you might get 

different execution times. 

• Execution time highly depends on:

1. The task input

2. Initial system state

• This is because different inputs possibly change the 

execution path of if/else statements, or the number of 

times the loop repeats. Also, in RT systems with caches 

(firm/soft RT systems), the cache state will produce 

different hit/miss cases, thus more time to fetch data 

from the main memory.

t

Safe
Unsafe

TightHistogram

function task_one (x, y){

If (x < 10){

average the first x values   

of array y

Else if (x < 20)

average the first 2x values 

of array y }}

function task_one (x, y){

For (i = x; i<= y; i++){

do something;

}



Task Worst Case Execution Time (WCET) (2)
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t

Safe
Unsafe

Tight

• Therefore, RT systems DO NOT deal with average 

execution times, instead, they work with Task Worst 

Case Execution Time (WCET).

• This is important for system safety, by working with 

WCET, we can design a working system that does not 

exceed the task deadlines which is the essence of 

real-time systems. 

• By taking numerous measurements, we can draw a 

histogram of task execution times. Remember, these 

are observed values (measurements). We might or 

might not capture the ACTUAL best or worst case 

(unless we test all possibilities which is almost 

impossible).

• Because we cannot easily get EXACT WCET, we 

resort to estimates.

Histogram

However, these estimates must be safe and tight.

- Safe such that they are never less than the actual 

WCET, because if our estimate is wrong, and in real-

life the task executes for a time more than the estimate 

and misses the deadline → Problem!

- Tight such that our estimate should not far exceed the 

actual WCET.

- In summary be as close as possible, but never less!



Estimating the task WCET
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• This technique creates numerous test cases based on lots of possible inputs 

and different initial system states. Each possibility is called a test vector. The 

procedure goes by running the task with a test vector one at a time, and by 

using breakpoints or other hardware tool, the tester measures the execution 

time. However, this approach is:

❖ Costly, imagine the test cases and resulting test vectors! Gets more 

tedious as the number of inputs increases. You can end up with 

millions of cases. Could take you weeks, months, or years!

❖ No guarantees for safety. Even if you try numerous test cases, you 

might miss the one which captures the WCET. 

❖ In industry, they arbitrarily add a safety margin to the maximum 

observed WCET from the measurements (e.g. 15 to 20%).

❖ No one knows where this percentages comes from, they just claim it 

worked so far!

Measurement-Based Analysis (MBA)

• This technique is the industry’s favourite, because it gives 

safer and tighter estimates than MBA. They analyze the 

code at the assembly code level. They also require lots of 

input test vectors, and also a timing model for the 

processor/hardware that the code is going to be executed 

on. However, this approach is:

❖ Still costly, it needs to analyze all possible paths the 

task can go through. The more branching/loops, the 

more sophisticated it gets.

❖ Requires the developer to guide the tool through 

“annotation”, that is to identify branches, loops, 

restrictions, and constraints. So the tester must know 

the code well.

❖ The companies that develop the processors / 

hardware might not share their timing models freely, 

or at all. Also, the model might not be 100% 

accurate. Mistakes happen!

Static-Based Analysis (SBA)

Probabilistic-Based Analysis (PBA)

Fairly new technique. Based on MBA and SBA. Uses far less test vectors and 

uses probability to estimate the WCET. Mostly based on the Final-Value Theorem



Describing Tasks (1)
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• Real-Time Tasks τi are grouped in a taskset denoted as Г
• The number of system tasks us usually denoted as n
• Tasks are described by their worst case execution time, their upcoming 

deadline, and period (or minimum interarrival time)
<ci, di, Ti>  → Explicit or Implicit deadline model ci ≤ di 

di ≤ Ti or di > Ti

• <ci, Ti>       → Implicit deadline model ci ≤ Ti

• Each time a new instance of the task becomes active, it is called a job τi,1 , τi,2 … τi,n

Derived notations

Task utilization ui Total Utilization U Task density = 𝒖𝒊
𝒍 Total Density 𝑼𝒍

ui =
ci

Ti

ui
l =

ci

di

U = 

i=1

n
ci

Ti
𝐔𝐥 = 

i=1

n
ci

di



Describing Tasks (2)

15

Consider a taskset Г1 Explicit Deadline Consider a taskset Г2     Implicit 
Deadline

Consider a taskset Г3

τ ci di Ti ui 𝒖𝒊
𝒍

τ1 2 6 6
0.333

3
0.333

3

τ2 3 7 10 0.3
0.428

6

τ3 1 12 15
0.066

7
0.083

3

Total
0.699

7
0.845

2

τ ci di Ti ui 𝒖𝒊
𝒍

τ1 2 8 8 0.25 0.25

τ2 3 10 10 0.3 0.3

τ3 1 20 20 0.05 0.05

Total 0.6 0.6

τ ci di Ti ui 𝒖𝒊
𝒍

τ1 5 10 10 0.5 0.5

τ2 3 10 10 0.3 0.3

τ3 4 7 7
0.571

4
0.571

4

Total
1.371

4
1.371

4

Exceeds Processor Capacity of 1
Not feasible, cannot be scheduled



A Practical Look on Real-Time Tasks
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A simplified medical case study – Periodic Tasks Case

Accelerometer (50Hz) → T = 0.02 seconds
Gyroscope (100 Hz) → T = 0.01 seconds
Heart Rate Sensor (20 Hz) → T = 0.05 seconds
Display Refresh (10 Hz) → T = 0.1 seconds
Transmit to Cloud (1Hz) → T = 1 seconds

First system design choice (Periodic and Independent Tasks)
• Create tasks that are independent of each other → One large task for each sensor

Simple, yet heavier tasks (5 total)

Second system design choice (Periodic Dependent tasks) 
• Four tasks for each sensor
• Lighter tasks but numerous (14 total)
• Must enforce precedence constraints and data access
• System is modeled with task graphs

Reading 
Sensor Data

Calibrating

Filtering Processing

1 2

3 4



Preemptive vs. Non- Preemptive Scheduling
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τ ci di Ti ui 𝒖𝒊
𝒍

τ1 2.5 5 5 0.5 0.5

τ2 1 3 3 0.33 0.33

Total 0.88 0.88

Context Switching due to 
preemption

Assume we will schedule the shortest job first 
(SJF)

What if τ2 has more important job to do 
than τ1? 
Waiting times for tasks Non-Preemptive :

τ1 →1+0+0 (avg = 0.33)
τ2 →0 + 0.5 + 1.5 + 0 (avg = 0.667)

Waiting times for tasks Preemptive :
τ1 → 1 + 0 + 0   (avg = 0.33)
τ2 →0+0+0 (avg = 0)

Better response time but more overhead 
due to saving previous state and 
restoring it (e.g. all variables)

Non-Preemptive Scheduling

Preemptive Scheduling

1 2 3 4 5 6 7 8 9 10 11

τ1

τ2



Fixed Priority vs. Dynamic Priority Scheduling
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What is Priority Scheduling?

What if the scheduler is non-preemptive?How are priorities assigned?
• Fixed Priority       → Priorities assigned to task offline, remains unchanged for all jobs.
• Dynamic Priority → Priorities assigned to task instances during run-time, can change for each task 

instance (job)

Scheduler

τ2

P = 3
Ready Queue τ1

P = 5
τ3

P = 7
τ8

P = 10

Queue Head

τ15

P = 1

Currently Running Task

τ1

P = 5

τ3

P = 7
τ8

P = 10

Queue Head τ2

P = 3

τ4

P = 4

τ1

P = 5
τ3

P = 7
τ8

P = 10

Queue Headτ4

P = 4
τ2

P = 3

τ15

P = 1

Preemption

τ4

P = 4

Activated Tasks

Orders Selects



Fixed Priority vs. Dynamic Priority Scheduling
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Fixed Priority
• In real-time systems, tasks can have priorities (e.g. typically integers 1 – 256)
• In many systems, lower numbers mean higher priority. In others, the reverse is true!
• How are these priorities determined?

▪ Assigned according to a relationship to the task properties (examples):
✓ shorter jobs have higher priority (ci) → Shortest Job First Scheduling (SJF)
✓ or shorter periods (Ti) → Rate Monotonic Scheduling (RM)
✓ or shorter relative deadlines (di) → Deadline Monotonic Scheduling (DM)

▪ Assigned according to design requirements (i.e. tasks deemed more important or 
critical than others) (Not optimal)

▪ Offline priority assignment 

Dynamic Priority
▪ Assigned according to a relationship to the task properties (examples):

▪ Inversely proportional to Absolute deadlines → Earliest Deadline First (EDF)



Major Real-Time Scheduling algorithms
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• Rate Monotonic (DM)
• Deadline Monotonic (DM)
• Earliest Deadline First (EDF)
• Least Laxity First (LLF) 
• FIFO (Not Real-Time, but used in some Real-Time schedulers such as 

RTLinux)
• Round-Robin with priority (RR with priority) (Not strictly real-time but 

used in industry (e.g. VxWorks) because they are easy to implement, and 
with careful analysis of the schedule, predictable and deterministic. 



Rate Monotonic Scheduling (RM)
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• Priorities are assigned according to the incoming arrival rate of the task
• Priorities are inversely proportional to the period

• Very simple to implement

Assumptions
• The tasks are independent
• Tasks are periodic
• Implicit deadline model di = Ti

• The RM Scheduler is preemptive
• Context switches overhead is negligible
• Running on a single processor



On RM Schedulability and bounds
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In order to know if RM scheduler will be able to 
yield a feasible schedule, we have to meet two test 
conditions:

1. Compute the taskset total utilization 

U = 

i=1

n
ci

Ti

1. Check the necessary condition U ≤ 1
2. Finally, check the schedulabilty test 

(sufficient test) called the Liu and Layland
limit: 

U ≤ 𝑛 (2
1

𝑛 - 1)
where n is the number if the tasks in the system

lim
𝑛 →∞

𝑛 (2
1

𝑛 − 1) = ln 2 ≈ 0.693147

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

0 5 10 15 20 25 30

Number of System Tasks

Liu and Layland Utilization Bound

0.756 0.7020.828 0.779

0.693
7

1

Definitely schedulable under the assumptions Definitely unschedulable

May or May not be schedulable



For how long to simulate the system?
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• The question is, for how long to simulate the system to reach sound conclusion?

• Wait for the scheduling pattern to repeat itself then stop! 

• When would the schedule start repeating itself? → Object of Research

• The cyclic pattern is a function dependent on what we call the hyper-period (ℍ)

• The hyper-period is the least common multiple of all the periods in the taskset

• For RM scheduling under the assumptions presented so far,  schedule cyclic at (ℍ)

• Choice of periods affects total simulation time, compare:
✓ Γ1   with T1 = 8, T2 = 10, T3 = 12 ℍ = 120
✓ Γ2   with T1 = 7, T2 = 9, T3 = 12     ℍ = 252
✓ Γ3   with T1 = 7, T2 = 11, T3 = 13     ℍ = 1001 



RM Example 1 – Schedulable Case
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Consider the following task set Г: τ1 = (2, 6, 6), 
τ2 = (1, 4, 4),  ℍ = 36
τ3 = (1, 9, 9). 

Lets assume, lower numbers mean higher priority
Task τ1 has priority p1 = 2 (medium), task τ2 has priority p2 = 1 (highest), task τ3 has priority p3 = 3 (lowest).

u1 ≈ 0.3333, 
u2 = 0.25
u3 ≈ 0.1111

U ≈ 0.694

Meets the necessary condition 0.694 ≤ 1
Satisfies the sufficient schedulability test 0.694 ≤ 0.7797 (for n = 3)

Conclusion→ Schedulable by RM Scheduling Policy



RM Example 1 – Schedulable Case
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Consider the following task set: τ1 = (2, 6, 6), τ2 = (1, 4, 4), τ3 = (1, 9, 9). 
Task τ1 has priority p1 = 2 (medium), task τ2 has priority p2 = 1 (highest), task τ3 has priority p3 = 3 
(lowest).

τ3

τ2

τ1

Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25
Preemption Point

M

H

L



RM Example 2 – Schedulable Case
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Consider the following task set Г: τ1 = (0.5, 3, 3),
τ2 = (1, 4, 4), ℍ = 12
τ3 = (2, 6, 6). 

Lets assume, lower numbers mean higher priority
Task τ1 has priority p1 = 1 (highest), task τ2 has priority p2 = 2 (medium), task τ3 has priority p3 = 3 
(lowest).

u1 ≈ 0.1667, 
u2 = 0.25
u3 ≈ 0.3333

U ≈ 0.7499

Meets the necessary condition 0.7499 ≤ 1
Satisfies the sufficient schedulability test 0.7499 ≤ 0.7797 (for n = 3)

Conclusion→ Schedulable by RM Scheduling Policy



RM Example 2 – Schedulable Case
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Consider the following task set: τ1 = (0.5, 3, 3), τ2 = (1, 4, 4), τ3 = (2, 6, 6). 
Task τ1 has priority p1 = 1 (highest), task τ2 has priority p2 = 2 (medium), task τ3 has priority p3 = 3 
(lowest).

τ3

τ2

τ1

Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

Preemption Point

ℍ 2ℍ

H

L

M



RM Example 3 – Unschedulable Case
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Consider the following task set Г: τ1 = (2, 6, 6), 
τ2 = (2, 4, 4), ℍ = 36
τ3 = (1, 9, 9). 

Lets assume, lower numbers mean higher priority
Task τ1 has priority p1 = 2 (medium), task τ2 has priority p2 = 1 (highest), task τ3 has priority p3 = 3 
(lowest).

u1 ≈ 0.3333, 
u2 = 0.5
u3 ≈ 0.1667

U ≈ 0.9444

Meets the necessary condition 0.9444 ≤ 1
Does not satisfy the sufficient schedulability test 0.9444 > 0.7797 (for n = 3)

Conclusion→May or may not be schedulable, we cannot determine 100%
Solution →We have to simulate the schedule

These cases demonstrate why 
there lots of research is done 

to find both sufficient and 
necessary conditions for 
schedulers under various 

assumptions



RM Example 3 – Unschedulable Case
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Consider the following task set: τ1 = (2, 6, 6), τ2 = (2, 4, 4), τ3 = (1, 9, 9). 
Task τ1 has priority p1 = 2 (medium), task τ2 has priority p2 = 1 (highest), task τ3 has priority p3 = 3 
(lowest).

τ3

τ2

τ1

Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

Preemption Point

M

H

L



RM Example 4 – Special Case
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Consider the following task set Г: τ1 = (2, 5, 5), 
τ2 = (5, 10, 10), ℍ = 20
τ3 = (2, 20, 20). 

Lets assume, lower numbers mean higher priority
Task τ1 has priority p1 = 2 (highest), task τ2 has priority p2 = 1 (medium), task τ3 has priority p3 = 3 
(lowest).

u1 = 0.4, 
u2 = 0.5
u3 = 0.1

U  = 1

Meets the necessary condition 1 ≤ 1
Does not satisfy the sufficient schedulability test 1 > 0.7797 (for n = 3)

Conclusion→May or may not be schedulable, we cannot determine 100%
Again      →We have to simulate the schedule



RM Example 4 – Special Case
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Consider the following task set: τ1 = (2, 5, 5), τ2 = (5, 10, 10), τ3 = (2, 20, 20). 
Task τ1 has priority p1 = 1 (highest), task τ2 has priority p2 = 2 (medium), task τ3 has priority p3 = 3 
(lowest).

τ3

τ2

τ1

Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

Preemption Point

ℍ

H

M

L



RM Example 4 – Special case explanation
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What is the difference from the previous unschedulable case?

τ1 = (2,   5,   5), 
τ2 = (5, 10, 10), ℍ = 20
τ3 = (2, 20, 20). 

• Try to put all possible combinations of Tn together (5, 10), (10, 20), and (5,20)
• In each pair, the one of the two periods divides the other without any remainder
• These special periods are called harmonic periods
• ℍ = max (Tn)

• Other Examples
• Γ1   with T1 = 4, T2 = 20, T3 = 40, T4 = 80 ℍ = 80
• Γ2   with T1 = 2, T2 = 4, T3 = 8, T4 = 16 ℍ = 16

(Harmonic and binary)

RM scheduling can achieve 100% utilization and a feasible schedule under this specific case



Deadline Monotonic Scheduling (DM)
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• Priorities are assigned according to the relative deadline of the task
• Priorities are inversely proportional to the relative deadline 

• Same as RM, very simple to implement

Assumptions
• The tasks are independent
• Tasks are periodic
• Explicit deadline model di ≤ Ti→More relaxed model than RM
• The RM Scheduler is preemptive
• Context switches overhead is negligible
• Running on a single processor RM Scheduling is a 

special case of DM 
scheduling



On DM Schedulability and bounds
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In order to know if DM scheduler will be able to 
yield a feasible schedule, we have to meet two test 
conditions:

1. Compute the taskset total density

𝑈𝑙 = 

i=1

n
ci

di

1. Check the necessary condition U ≤ 1
2. Finally, check the sufficient schedulability

test called the Liu and Layland limit: 

𝑈𝑙 ≤ 𝑛 (2
1

𝑛 - 1)
where n is the number if the tasks in the system

lim
𝑛 →∞

𝑛 (2
1

𝑛 − 1) = ln 2 ≈ 0.693147

0.6

0.65

0.7

0.75

0.8

0.85

0.9

0.95

1

0 5 10 15 20 25 30

Number of System Tasks

Liu and Layland Utilization Bound

0.756
8

0.702
8

0.702
8

0.828
4

0.779
7

0.693
7

1

Definitely schedulable under the assumptions Definitely unschedulable

May or May not be schedulable



DM Example 1 – Schedulable Case
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Consider the following task set Г: τ1 = (1, 5, 5), 
τ2 = (1, 4, 10),  ℍ = 40
τ3 = (2, 7, 8). 

Lets assume, lower numbers mean higher priority
DM: Task τ1 has priority p1 = 2 (medium), task τ2 has priority p2 = 3 (highest), task τ3 has priority p3 = 2 
(lowest).
RM: Task τ1 has priority p1 = 1 (highest), task τ2 has priority p2 = 3 (lowest), task τ3 has priority p3 = 2 
(medium).

ul
1 = 0.2, 

ul
2 = 0.25

ul
3 ≈ 0.2857

Ul ≈ 0.7357    → in contrast to U = 0.2+0.1+0.25 = 0.55

Meets the necessary condition 0.7357 ≤ 1
Satisfies the sufficient schedulability test 0.7357 ≤ 0.7797 (for n = 3)
Conclusion→ Schedulable by DM and RM scheduling policies



DM Example 1 – Schedulable Case
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Consider the following task setτ1 = τ1 = (1, 5, 5), τ2 = (1, 4, 10), τ3 = (2, 7, 8). 
Task τ1 has priority p1 = 2 (medium), task τ2 has priority p2 = 3 (highest), task τ3 has priority p3 = 2 
(lowest).

τ3

τ2

τ1

Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

Preemption Point

M

H

L



Earliest Deadline First (EDF)

37

• Priorities are assigned at the job (task instance) level and during run-time (online)

• Priorities are inversely proportional to the absolute deadline of the jobs in the ready queue

• Very hard and costly to implement

• Wide acceptance and usage in academia, much less so in industry. 

• Assumptions

• The tasks are independent

• Tasks are periodic or sporadic (or hybrid)

• Tasks do not necessarily activate at t = 0

• Implicit deadline model di = Ti

• The EDF Scheduler is preemptive

• Context switches overhead is negligible

• Running on a single processor



On EDF Schedulability and bounds
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• Theorem Given a task set of periodic or sporadic tasks, with relative deadlines equal to periods, 
the task set is schedulable by EDF if and only if:

𝑈 = σ𝑖=1
𝑛 𝑐𝑖

𝑇𝑖
≤ 1 (Periodic)               or          𝑈 = σ𝑖=1

𝑛 𝑐𝑖

𝑇𝑖
≤ 1 (Hybrid)

• This is a necessary and sufficient schedulability test

• EDF can schedule all tasksets that can be scheduled by FP, but not vice versa.

• EDF is optimal (with respect of feasibility) within its class

• Can achieve up to 100% utilization (no idle periods)

• Can suffer from thrashing!

1

Definitely schedulable under the 
assumptions

Definitely 
unschedulable



EDF Example 1
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Consider the following task set Г: τ1 = (1, 4, 4), 
τ2 = (2, 6, 6),  ℍ = 24
τ3 = (3, 8, 8). 

u1 = 0.25, 
u2 ≈ 0.3333
u3 = 0.375

U = 0.9583

Msatisfies the necessary and sufficient schedulability test 0.9583 ≤ 1

Conclusion→ Schedulable by EDF Scheduling Policy



EDF Scheduling Example
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Consider the following task set: τ1 = (1, 4, 4), τ2 = (2, 6, 6),  τ3 = (3, 8, 8). 

τ3

τ2

τ1

Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

Preemption Point

ℍ



EDF Example 2
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Consider the following task set Г: τ1 = (1, 4, 4), 
τ2 = (2, 6, 6),  ℍ = 24
τ3 = (2, 12, 12)

τ4   aperiodic, arrived at t = 5, with execution time 1 and relative deadline of 5 

density = u1 = 0.25, 
density = u2 ≈ 0.3333
density = u3 ≈ 0.1667
density = 0.2

U  = 0.95

Msatisfies the necessary and sufficient schedulability test 0.95 ≤ 1

Conclusion→ Schedulable by EDF Scheduling Policy



EDF Scheduling Example
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Consider the following task set: τ1 = (1, 4, 4), τ2 = (2, 6, 6),  τ3 = (2, 12, 12). 

τ3

τ2

τ1

Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

Preemption Point

ℍ



LEAST LAXITY FIRST (LLF) SCHEDULING 
ALGORITHM
• The least laxity first (LLF) algorithm assigns priority to tasks according to their relative laxity: the task with 

the smallest laxity will be executed at the highest priority.

• LLF is a job level dynamic priority scheduling algorithm. The laxity is recomputed each time a task enters the 
ready queue.

• Relative Laxity Li = Di – ti - Ci

• LLF has similar checks and bounds as EDF

Assumptions

• The tasks are independent

• Tasks are periodic or sporadic

• Tasks do not necessarily activate at t = 0

• The LLF Scheduler is preemptive

• Context switches overhead is negligible

• Running on a single processor
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LLF Example

Consider the following task set Г: τ1 = (3, 7, 20), 

τ2 = (2, 4, 5),  ℍ = 20

τ3 = (1, 8, 10). 

u1 = 0.15, 

u2 = 0.4

u3 = 0.1

U = 0.65

• Msatisfies the necessary and sufficient schedulability test 0.65 ≤ 1

• conclusion → Schedulable by LLF Scheduling Policy
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LLF Scheduling Example
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Consider the following task set: τ1 = (3, 7, 20), τ2 = (2, 4, 5),  τ3 = (1, 8, 10). 

τ3

τ2

τ1

Schedule

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

Preemption Point

ℍ

4

2

7

2

2

2

7



EDF vs. RM vs. DM vs. LLF
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Criteria EDF RM DM LLF

Optimality (within its 
class)

Optimal Optimal Optimal Optimal

Priority Type Dynamic (job level) Fixed (Task level) Fixed (Task level) Dynamic (job level)

Priority assignment 
criteria

Absolute Deadlines
Inversely Proportional 

to Period (Rate)
Inversely Proportional 
to Relative Deadlines

Relative Laxity

Schedulabilty Test
Necessary and 

Sufficient
Sufficient Sufficient

Necessary and 
Sufficient

Ease of 
Implementation 

Complex Easy Easy Complex

Processor Utilization 
(General)

100% ≈69.3% ≈69.3% 100%

Predictability Unpredictable (bad) Deterministic (Good) Deterministic (Good) Unpredictable (bad)

Context Switches Less More More More



Round Robin with Priorities

• Round Robin (RR) scheduler is not a real-time scheduler; though it is a fair scheduler 
when implemented correctly.

• Round Robin with priorities mitigates the shortcomings of RR; however, the issue of how to 
assign priorities to meet deadlines is crucial.

• Priorities range from 0-255 (0 highest) in ARM processors.

• RTOS designer must be careful in implementing the scheduler to avoid priority inversion 
(more later).

• For this course, if a task terminates early before the OS timer (next quantum begins), and 
the scheduler is awakened and selects another task, then:

1. Type A = At the next quanta, a third task is selected

2. Type B = The same task is allowed to resume for the entirety of the quanta unless it terminates early 
itself. 
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Round Robin without priorities – Ex.1
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Consider the following task set τ1 = (3, 20, 20), τ2 = (2, 5, 5), τ3 = (1, 10, 10)., τ4 = (3, 10, 10), Q = 1 

τ3

τ2

τ1

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

τ4

P



Round Robin without priorities - Ex.2 (Type A)
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Consider the following task set τ1 = (3, 20, 20), τ2 = (2, 5, 5), τ3 = (1, 10, 10)., τ4 = (3, 10, 10), Q = 2 

τ3

τ2

τ1

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

τ4

P



Round Robin without priorities - Ex.3 (Type B)
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Consider the following task set τ1 = (3, 20, 20), τ2 = (2, 5, 5), τ3 = (1, 10, 10)., τ4 = (3, 10, 10), Q = 2 

τ3

τ2

τ1

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

τ4

P



Round Robin with priorities - Ex.4
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Consider the following task set τ1 = (3, 20, 20), τ2 = (2, 5, 5) P = H, τ3 = (1, 10, 10)., τ4 = (3, 10, 10), Q = 1 

τ3

τ2

τ1

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

τ4

P

1

2

2

2



Round Robin with priorities - Ex.5 (Type B)
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Consider the following task set τ1 = (3, 20, 20), τ2 = (2, 5, 5) P = H, τ3 = (1, 10, 10)., τ4 = (3, 10, 10), Q = 2 

τ3

τ2

τ1

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

τ4

P

1

2

2

2



Round Robin with priorities - Ex.6
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Consider the following task setτ1 = τ1 = (3, 20, 20), τ2 = (2, 5, 5) P = H, τ3 = (1, 10, 10)., τ4 = (3, 10, 10) (P=H), Q = 1 

τ3

τ2

τ1

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

τ4

P

1

2

2

1



Round Robin with priorities - Ex.7 (Type A)
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Consider the following task setτ1 = τ1 = (3, 20, 20), τ2 = (2, 5, 5) P = H, τ3 = (1, 10, 10)., τ4 = (3, 10, 10) (P=H), Q = 2 

τ3

τ2

τ1

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

τ4

P

1

2

2

1



Round Robin with priorities - Ex.8 (Type B)
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Consider the following task setτ1 = τ1 = (3, 20, 20), τ2 = (2, 5, 5) P = H, τ3 = (1, 10, 10)., τ4 = (3, 10, 10) (P=H), Q = 2 

τ3

τ2

τ1

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25

τ4

P

1

2

2

1



Thank you, 
See you next time
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