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ARM Holdings company - incorporated in 1990 - is a global semiconductor and so tware design

company. ARM stands for Advanced RISC Machines. The company develops various processor

designs for a wide market segment and applications. However, it does not manufacture its own

silicon. Instead, its business model is based on licensing its designs to dozens of global part-

ners. These partners include but are not limited to Samsung, Huawei, STMicrolectronics, Texas

Instruments among various others.

ARM was one of the earliest companies that adopted the Reduced Instruction Set Computer

(RISC) model. This approach was in contrast to Intel’s, who based its early designs on Complex

Instruction Set Computer (CISC) architecture. Over time, RISC has proven that it is the more

successful architecture. RISC features limited ISA (Instruction Set Architecture) relative to CISC

in terms of the number of instructions and possible addressing modes supported. Most in-

structions have a fixed-width size in program memory simplifying memory access. Further, RISC

simplifies compiler design and optimization. These RISC features allowed for simpler hardware

designs, despite possibly taking more memory footprint. However, with the huge reduction in

memory cost and its availability, this is no longer a concern. RISC has shown better performance,

and above all higher energy efficiency. This has become quite important in the recent era of mo-

bile and green computing where battery life, and lower carbon footprint are major driving forces

in the industry.

Aside from architectural innovations, another major component to increase processor per-

formance is scaling the frequency up with each successive generation. In the early 2000s, the

trend of frequency scaling was increasingly limited by huge power demand of the underlying

circuits. Moreover, the high energy consumption led to issues in increased heat emissions that

conventional thermal dissipation techniques struggled with. As such, the industry switched to

many-core architectures to offset the performance of reduced frequencies. However, while this

proved successful in the desktop and server market, embedded systems and mobile systems

have different demands. As mobile computing proliferated, and battery life was one of the most

issues that concerned mobile users, ARM processor designs took lead due to their extremely

low power profiles and good performance. As the company grew, its product portfolio was rear-

ranged into three processor families: ARM Cortex-A, Cortex-R, and Cortex-M processors.
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ARM Families
ARM threemain families cater to differentmarket segments. ARM Cortex-A processors are generic

application processors that can meet the demand of high-performance applications (e.g. brows-

ing, video/audio, and gaming). ARM-Cortex-R processors are designed to meet the requirements

of the real-time and control industry, whereas the Cortex-M family targets the real-time embed-

ded computing market. The following sections provide more details on each family.

Figure 1: ARM Processor Family

ARM Cortex-A Processors
ARM Cortex-A addresses the needs of a market segment with high-performance and energy-

efficiency requirements. As such, Cortex-A designs are mainly found in mobile computing ap-

plications (mobile phones, tablets, and recently laptops). Major companies are also adopting

Cortex-A designs to build clusters of energy-efficient server farms. Most single-board com-

puters also use Cortex-A designs (e.g. Raspberry Pi, Odroid XU3, BeagleBone, among others).

As any performance-oriented architecture, Cortex-A designs feature many of the long proven

enhancements. These include branch predictors, deep-pipe-lining, multi-level caches, multi-

core designs with snoop-control units (for cache coherency), dedicated floating-point hardware

units ans support for Single Instruction Multiple Data (SIMD) processing through the NEON co-

processor. This enables Cortex-A-based processors to demand the needs for modern computing,

image and video processing, and virtual and augmented realities (VR/AR).
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Cortex-A processors also support modern power-saving features; they mainly include Dy-

namic and Voltage Frequency scaling (DVFS), Dynamic Power Management (DPM), and Hetero-

geneouss clusters (big.LITTLE and big.LITTLE DynamIQ technologies). In CMOS circuits, power

is consumed whenever work is done (dynamic power), and when the circuit is even idle (static

power) which is due to the leakage current of transistors. In previous decades, dynamic power

consumption constituted the highest share of power consumption. This is especially true be-

cause dynamic power consumption relies on both the square of the voltage, and the running

frequency. As performance demanded higher frequencies, the total dynamic power increased.

Slowly, to offset this increase, the supply voltages dropped from 5, to 3.3, to around 1 volt. The

DVFS technique is based on the idea that the processor need not be running at the same high

frequency all the time, and that the frequency can be scaled-down whenever the computing load

is low. The operating system, or the hardware can scale the frequency up and down given the

computation demand at any instant. Modern processors have a base frequency and a maximum

frequency. DVFS can select few frequency points to work at, and not a continuous range. For

example, a processor with a base frequency of 2000MHz and a Max frequency of 3200MHz can

be operated at frequencies at steps of 100Hz (i.e. 2000, 2100, 2200, ... 3200MHz). Intel uses the

name Intel SpeedStep for their DVFS solution while ARM simply uses DVFS.

As CMOS technology fabrication has been scaled down into the nanometer scale (7nm, 10nm)

which allows us to fit more transistors on the same die, this had the side effect of increasing

the share of static power (i.e. smaller transistors leads to higher current leakage). These days,

the share between static and dynamic power consumption is almost equal. While DVFS does a

good job reducing the dynamic power, DPM is used primarily to reduce the static power. DPM

provides support for multiple sleep modes to which the processor can transition when idle.

Sleep modes mean that processor circuits are switched off. Thus, when the circuit is down, there

is ideally no current flowing, and therefore no leakage current, and no static energy consumption.

It is worth noting that the deeper the sleep mode invoked, the more circuits are turned off, and

consequently there is less energy-consumption. However, the deeper the sleepmode level used,

the higher the timing overhead to wake up again. For example, the first level of sleepmodewould

possibly turn the ALU logic, but all controllers, branch predictors, and caches remain active. In

this state, no information is lost, and the wake-up overhead is small. A deeper sleep level could

possibly turn off the cache or branch predictors. So when computing proceeds, there would be

lots of cache misses and memory transactions to repopulate the cache with relevant data.

In the early 2000s, the many-core processors produced were mostly homogeneous (identical
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cores). Recently, however, ARM produced heterogeneous many-core processors under the tech-

nology brand ARM big.LITTLE and its successor big.LITTLE DynamIQ. In this architecture, there is

at least two processor clusters (groups). Each cluster encompasses different types of ARM pro-

cessors, yet they both share the same ISA (Instruction Set Architecture). The main difference is

mostly one cluster has performance-oriented energy-demanding processors (big cluster), while

the other has less powerful but vastly energy-efficient processors (little cluster). A controller

would switch the loads between the two clusters to better reduce the total energy-consumption.

For example, when your mobile phone is sitting idle, the big cluster will be off, while the little

cluster is handling small tasks (e.g. check if you receive an email). Once you power up your

phone, start a game or a video, then the big cluster will take over to handle the computing

demands of such applications.

The Cortex-A portfolio has a range of 32-bit and 64-bit processors. Initial 32-bit designs in-

cluded the low-power simple A5 and A7 processors and a slightly more powerful A15 and A17

cores. Advanced performance-oriented features rolled in newer designs. For example, the A76

has support formachine learning and artificial intelligence applications (ARM Ethos-N77 and ARM

NN technologies). The A77 is powerful enough for laptop-class performance.

The first generation of ARM big.LITTLE technology (heterogeneous processing) featured cou-

pling two clusters of Cortex-A15 (big) and Cortex-A7 (little). Samsung was one of the first com-

panies to license this new technology and used it in its phone designs (Samsung Exynos 5042).

Newer designs - as of 2020 - feature the more advanced A76 and the energy-efficient A55 with

other custom CPUs and an NPU (Neural Processing Unit) based on themore recent ARM big.LITTLE

DynamIQ technology. Samsung A990 chipset is a prime example.

ARM Cortex-R Processors
Cortex-R processors target the industrial and real-time control domain. They are primarily found

in automotive, avionics, industrial-plants, and many mission-critical applications. Many Cortex-

R processors offer Dual-Core Lock-Step processors (DCLS) which work in-tandem. That is, two

processors execute the same instruction at the same time for extra reliability and dependabil-

ity. Two requirements which are essential in the real-time control domain. This is not to be

confused with many-core processing where each processor executes a different computational

load. There are Cortex-R designs, however, which are both many-core and have the dual lock-

step functionality.

While caches provide a huge performance boost to applications as they reduce the memory
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Figure 2: Details of the ARM Processors Family

access bottleneck from the slow higher-level memories, they are not suitable for real-time ap-

plications. Real-time applications demand predictable deterministic behaviour and guarantees

that tasks will meet their deadline. Due to cache behaviour, and the probability of miss/hit,

there is an element of uncertainty during operation. A task might once finish on time if the local

data it needs are readily accessible inside the multi-cache levels. In another time, its execu-

tion time might exceed its deadline if there is a cache miss and it needs to fetch the data from

main memory. As such, caches are generally not suitable in many hard-real time embedded and

control applications.

Still, performance is quite necessary in these real-time control applications. Instead of caches,

many processors are equipped with what is called Scratch-Pad Memory (SPM) or Tightly-Coupled

Memory (TCM). SPM/TCM is a high-speed internal memory used for temporary storage of calcu-

lations, data, and other work in progress. It is much simpler than caches and with better-known

timing behaviour which makes their analysis more deterministic. Cortex-R processors mostly

have TCM memories. Some Cortex-R designs do have L1 caches.

For further dependable and reliable operation, Cortex-R support Error Code Correction (ECC)

memory. This allows for the detection and correction for the most kinds of internal data corrup-

tion. Generally speaking, error correction can be as simple as parity-based tomore sophisticated

schemes. The Cortex-R portfolio also boasts hardware floating-point units, as well as hardware

division instruction, and dedicated hardware which supports Digital Signal Processing (DSP) op-

erations. Many of these operations are SIMD in nature.
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ARM Cortex-M Processors
Cortex-M processors are ARMs solution for the embedded and IoT market. The low-end proces-

sors (e.g. Cortex-M0 and Cortex-M0+) in the Cortex-M portfolio are amongst the most energy-

efficient 32-bit embedded processors. The Cortex-M4 has a higher performance and it does sup-

port both hardware floating-point unit (optional, the M4f has it while the M4 does not). It also

support SIMD instructions for DSP applications through a dedicated DSP unit. Memory protec-

tion against access violations is supported through an optionalmemory protection/management

unit (MPU). The Cortex-M7 features L1 caches, TCM, dedicated graphics processors, and hardware

support for double floating-point operations. It remains the highest-performing processor of the

Cortex-M series to date. Newer models include M22 and M33 cores, and the recently announced

M55 (in 2020) has support for embedded AI applications. Formore information, the reader can re-

fer to this Link (https://developer.arm.com/ip-products/processors/cortex-m/cortex-m3)

ARM Instruction Set Architecture (ISA)
ARM Cortex families have been based on threemodern generations of the ARM ISA: armv6, armv7,

and armv8. Cortex-M devices use a subset of the same ISA, and is differentiated in notation by

using the letterm at the end as in armv6m, armv7m, and armv8m. Cortex-M0 and M0+ are based

on the armv6m architecture, while M4 and M7 use the armv7m, and newer models use armv8m.

The features supported by these processors are reflected in the ISA itself. For example, Figure

shows how the most most energy-efficient M0 and M0+ processors only employ the armv6m

architecture, which provide the basic instructions for general processing and I/O. Cortex-M3 ISA

adds support for advanced data processing; for example, the MAC (Multiply and Accumulate)

instruction. Cortex-M4 and M7 have instructions to support hardware floating-point operations

(e.g. vadd, vsub) and DSP instructions. Notice that armv6m is a subset of armv7m, which in turn

is a subset of armv8m. The original armv8 ISA added support for 64-bit computing (Cortex-A).

It is worth emphasising the compromise that ARM made in their Cortex-M designs between

energy-efficiency and performance. For example, the processors on the lower end of the Cortex-

M family (M0+ and M23) have two stage pipelines, or three stage pipelines (M4, M33). The less

the pipeline stages a design has, the lower the circuit complexity and gate count, and therefore

the less energy-consumption. Also, smaller pipelines limit the maximum operational frequency

which further reduces the dynamic energy-consumption. This - of course - has its toll on perfor-
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Figure 3: ARM’s ISA

mance, as deeper pipelines allow for faster operations despite the higher energy-consumption

(e.g. 6 stages in the M7 processor, 14 stages in some Cortex-A cores).

NVIC
Low interrupt latency and fast interrupt processing are fundamental for real-time and control ap-

plications. ARM Cortex families are equipped with a Nested Vectored Interrupt Controller (NVIC).

In other processor families (e.g. Microchip PIC16 series), there is only one shared interrupt vec-

tor shared by all interrupt sources. It is up to the system developer to implement a so tware

solution which checks for the interrupt source and branch to its corresponding Interrupt Service

Routine (ISR). This approach poses some limitations for assigning flexible interrupt priorities as

priorities are handled through the sequential arrangement of interrupt source checks. ARM NVIC

generally supports up to 256 sources for exceptions and interrupts (16 exceptions and 240 inter-

rupt sources, newer models support 480 interrupt sources). Each exception and interrupt source

has its own vector. Consequently, once an exception/interrupt occurs, the hardware switches

directly to the associated exception/interrupt handler (unless it is servicing a higher priority

interrupt). Notable supported exception types include the divide by zero and hard fault cases.
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OS support
Cortex-A devices support rich and complex operating systems; they run Linux-based distribu-

tions, Android, ThreadX RTOS, and VxWorks. VxWorks is one of the mostly widely-used real-time

operating systems used in avionics, space cra ts, andMars rovers. Cortex-R and Cortex-M support

a variety of embedded Real-Time Operating Systems (RTOS) and for some, bare-metal program-

ming; that is so tware-development without RTOS support.

ARM Core vs. ARM-based SoC
As mentioned earlier, ARM licenses its designs and does not manufacture silicon. So what ARM

designs include? ARM provides the processing core: the ALU, and the optional FPU, NEON, DSP,

and MPU units. It provides the interrupt controller (NVIC), and all the circuitry necessary for pro-

gramming, debugging, and tracing the codes. These could include any or all of the Serial Wire

Debug (SWD), ITM and ETM traces, and break-point units. ARM also provides the memory inter-

faces (not the actual memory) as well as support for advanced hub/bus interconnects (AMBA:

AXI, AHP, APB, ... etc).

When ARM licenses its cores, it is usually provided as encoded Verilog/VHDL code. It will be

later synthesized and interfaced with other System-on-Chip modules such as I/O ports, timers,

SPI, I2C, and analogue circuits ADC/DAC. Each company add its own designs of timers, different

numbers of each module, different specifications (i.e. 8-bit timer, 16-bit timer). The same thing

goes for the ADC (different number of supported channels, resolutions, number of modules).

This results in a variety of families and models.

The core processor is connected to the memory subsystem, I/O ports, and all other peripher-

als through a bus network. One famous standard developed and used by ARM is the AMBA speci-

fication (Advanced Microcontroller Bus Architecture). The specification defines multiple types of

buses and interfaces. For example, the AXI (Advanced eXtensible Interface), or the widely used

AHB and APB interfaces. AHB stands for Advanced High-performance Bus and is used to interface

the processor core with memories and extremely high-speed devices where communication la-

tency must be reduced as much as possible. The APB, which stands for Advanced Peripheral Bus

and is used to interface to most peripherals (SPI, ADC, ... etc) and it can be configured to run at

half or quarter the speed of the AGB speed. Lower frequency means lower power consumption

which is preferred when high-speed communication is not needed.
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Figure 4: Typical ARM-based SoC

For example, the block diagram of the STM32F407xxx model from STMicroelctronics shown in

Fig. , that is based on the Cortex-M4F processor clearly demonstartes the ARM core at the top

le t corner of the diagram. The ARM core, with its interfaces, NVIC, and debugging circuitry is

connected through the AHB/APB buses to all the memories and peripherals added later by the

SoC designers at STMicrolecetronics.

STMicrolecetronic has its own device families which are based on Cortex-M cores, notably

STM32F4, STM32F3, STM32F2, STM32F1, and STM32F0. Notice that the STM32F4 and STM32F3 are

both based on the ARM Cortex-M4 processor where the STM32F3 has many features that support

designs with analogue applications. The STM32F2 is based on the Cortex-M3 family of processors.

We stress that the numbers used by any silicon manufacturing company do not necessarily have

to match the Cortex-M core inside.

CMSIS and Start-up Files
When programming most modern embedded processors, the silicon manufactures provides the

necessary firmware drivers to use the said processor. ARM has CMSIS (Cortex Microcontroller

So tware Interface Standard), which includes all necessary register definitions for the ARM core

and serves as an abstraction layer for all common functions used within the Cortex-M family

(CMSIS-Driver). It provides standardized interface to the Cortex Debug Access Port (DAP). Major

components include the CMSIS-DSP library which is a rich collection of DSP functions that ARM

has optimized for the various Cortex-M processor cores. CMSIS-RTOS is an API that enables con-
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Figure 5: STMicroelectronics ARM-based Cortex-M Product portfolio

sistent so tware layers with middleware and library components. CMSIS-NN is a collection of

efficient neural network kernels.

The silicon vendor, (e.g. STMicroelectronics, TI) provides what we call start-up files. In these

files, the developer can set the size of the cache and heap memories (Check the difference be-

tween when is each used). In the file, there is an ordered list of all exception and interrupt

vectors that a specific model supports. These are the devices with interrupt capability that are

interfaced to the NVIC module. Once these vectors are specified, a call to a system initialization

subroutine is invoked. It is then followed by transfer of control to the main subroutine where

the developer writes his code.
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